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Motivation

� Missing data is an omnipresent problem that affects all real datasets;

� Multiple Imputation (MI) has become one of the most popular methods to
address missing data;

� we address the problem of missing data in multilevel model by adapting
the Bayesian predictive mean matching (PMM) approach (Rubin 1986 and
Little 1988);

� PMM subsamples from the observed data. The method calculates the
predicted value of target variable according to the specified imputation
model;

� for each missing entry, the method forms a small set of candidate donors
(typically with 1, 3 or 10 members) from all complete cases that have
predicted values close to the predicted value for the missing entry;

� a random draw is made among the candidates, and the observed value of
the donors is taken to replace the missing value.



Predictive Mean Matching
Why?

� PMM is an easy–to–use and versatile method. It is fairly robust to
transformations of the target variable.

� the main assumption behind the PMM approach is that within each set,
the receivers’ data follows the same distribution as the candidates’ data;

� the method also allows for discrete target variables. Imputations are based
on values observed elsewhere, so they are realistic. Imputations outside
the observed data range will not occur, thus evading problems with
meaningless imputations (e.g., negative body height);

� the model is implicit (Little and Rubin, 2002), which means that there is
no need to define an explicit model for the distribution of the missing
values;

� PMM is less vulnerable to model misspecification than the methods.



Multilevel modelling
Continuous univariate response

Let us consider the following univariate multilevel model:

yk = Zkβ + Wkbk + εk , εk ∼ Nnk

(
0, σ2

εk Ink

)
(1)

bk ∼ Nq′ (0,Ψ) , k = 1, 2, . . . ,K , (2)

where:

� yk ∈ <nk denotes the vector of observations on the response variable
restricted to the cluster k;

� Zk and Wk are the design matrices associated to two subsets of fixed and
random effects;

� β is the q × 1 vector of regression coefficients of the fixed effects;

� bk is the q′ × 1 vector of random effects specific to cluster k;

� Ψ is the q′ × q′ matrix of variance–covariance of the random coefficients

� σ2
εk ∈ <

+ is the residual variance of cluster k.



Prior distributions
Informative prior specification

The Bayesian inferential procedure requires the specification of the prior
distribution for the unknown vector of model parameters
ϑ =

(
β,Ψ, σ2

εk , k = 1, 2, . . . ,K
)
.

Normal–Inverse Wishart prior can be specified for the regression and scale
parameters, respectively

β ∼ Nq

(
µβ0 ,Σ

β
0

)
(3)

σ2
εk ∼ IG (ασ0 , β

σ
0 ) , k = 1, 2, . . . ,K (4)

Ψ ∼ IWq′

(
νΨ

0 ,Λ
Ψ
0

)
, (5)

where IG and IW denotes the Inverse Gamma and Wishart distributions,
respectively.(
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β
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σ
0 , β

σ
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Ψ
0 ,Λ

Ψ
0

)
are fixed hyperparameters, with µβ0 ∈ <

q, ασ0 ∈ <+,

βσ0 ∈ <+, νΨ
0 ∈ <+ and Σβ

0 and ΛΨ
0 are positive definite matrices.



Posterior sampling
Partially collapsed Gibbs sampler

� Set prior hyperparameters and choose the initial parameters value
ϑ =

(
β,Ψ, σ2

εk , k = 1, 2, . . . ,K
)
;

� iteratively sampling
(
β(s),Ψ(s), σ2

εk

(s)
)

, for k = 1, 2, . . . from

X β(s) ∼ π
(
β | yk ,Zk ,Wk , σ

2
εk

(s−1)
,Ψ(s−1)

)
, collapsed step;

X b
(s)
k ∼ π

(
bk | yk ,Zk ,Wk ,β

(s), σ2
εk

(s−1)
,Ψ(s−1)

)
;

X σ2
εk

(s) ∼ π
(
σ2
εk | yk ,Zk ,Wk ,β

(s), b
(s)
k

)
;

X Ψ(s) ∼ π
(
Ψ | yk ,Zk ,Wk ,β

(s), σ2
εk

(s)
)

.

Remark

Steps above ensures draws from the conditional posterior distribution

π
(
β(s), b

(s)
k | yk ,Zk ,Wk ,β

(s), σ2
εk

(s)
)
, see, Van Dyk and Park (2008), Park and

Van Dyk (2009).

Remark

PCGS schemes are computationally intensive for large n. Initialise the
algorithm using EM.



PMM @work
General framework

� Assume that yk contains missing values that are to be filled in, and
consider the partition y = (yᵀo , y

ᵀ
m)ᵀ into vectors of observed and missing

data of dimension no and nm, respectively.

� Consider a similar partition of Z = (Zᵀo ,Z
ᵀ
m)ᵀ and W = (Wᵀo ,W

ᵀ
m)ᵀ into

observed and missing design matrices of dimension no × p and nm × p,
respectively.

� The MI–PMM approach:

X fit a regression model to the observed data (yo ,Zo ,Wo) to obtain

posterior draws from the model parameters ϑ̂;
X for l = 1, 2, . . . ,M, generate the imputed values, y

(l)
m , as follows:

(i) let ŷi be the linear prediction of yi based on predictors Zi for
observation i ;

(ii) for any missing observation i of y , yi = yjmin , where jmin is
randomly drawn from the set of indices J = {j1, j2, . . . , jnr }
corresponding to the first nr minimums determined based on the
distances between the linear prediction for incomplete
observation i and linear predictions for all complete observations
di,j , j = 1, 2, . . . , no .



PMM @work, cont’ed
The metric

The PMM approach requires the specification of tree main ingredients:

� the metric;

� how to select the donor;

� the type of matching.

Various metrics are possible to define the distance between the cases

� the PMM metric was proposed by Rubin (1986) and Little (1988). It is
particularly useful for missing data applications because it is optimised for
each target variable separately;

� the predicted value is generally a convenient one–number summary of the
important information that relates to the target;

� calculation is straightforward, and it is easy to include nominal and ordinal
variables.



PMM @work, cont’ed
Selecting the donor

� Once the metric has been defined, there are various ways to select the
donor;

� Andridge and Little (2010) distinguish four methods:

X choose a threshold value η and take all io for which |ŷio − ŷim | < η as
candidate donors for imputing im. Randomly sample one donor from
the candidates, and take its yio as replacement value;

X take the closest candidate, i.e., the case io for which |ŷio − ŷim | is
minimal as the donor. This is known as “nearest neighbor hot deck”,
“deterministic hot deck” or “closest predictor”;

X find the nr candidates for which |ŷio − ŷim | is minimal, and sample one
of them. Usual values for nr are 3, 5 and 10. There is also an adaptive
method to specify the number of donors (Schenker and Taylor, 1996).

X Sample one donor with a probability that depends on |ŷio − ŷim |
(Siddique and Belin, 2008).

� The obvious danger of PMM is the duplication of the same donor value
many times. This problem is more likely to occur if the sample is small, or
if there are many more missing data than observed data in a particular
region of the predicted value.



PMM @work, cont’ed
Type of matching

� Another issue is that the traditional method does not work for a small
number of predictors.

� Heitjan and Little (1991) report that for just two predictors the results
were disastrous. The problem has received little attention over the years.
The cause of the problem appears to be related to the type of matching
used.

� More precisely, it is useful to distinguish three types of matching:

X “type 0”, where ŷk,io = zᵀk,io β̂ is matched to ŷk,im = zᵀk,im β̂;

X “type 1”, where ŷk,io = zᵀk,io β̂ is matched to ŷk,im = zᵀk,imβ
(j);

X “type 2”, where ŷk,io = zᵀk,ioβ
(j) is matched to ŷk,im = zᵀk,imβ

(j),

where β(j) and β̂ denotes the generic draw from the joint posterior
distribution of model parameters and the posterior point estimate of β,
respectively.

� The type of matching seriously affects the variance of the imputed values.



Numerical examples
SHARE dataset – Survey of Health, Ageing and Retirement in Europe

� The dataset consists of n = 41326 observations on the variables described
in the table below. nm = 6490 observations on the response variable
(income) are missing (16%).

� “COUNTRY” is the II level variable.

� Official imputation values are available for any missing observation in the
sample.

Name Description

R INCOME income of the individual
1 AGE age of the individual
2 BMI body mass index of the individual
3 CHRONIC presence of chronic diseases of the individual
4 EDUC level of education of the individual
5 COUNTRY country of residence of the individual, II level variable
6 GENDER gender of the individual



Numerical examples
SHARE dataset, boxplots
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Figure: Box plots of the SHARE data.



Numerical example #1
Simulation framework: completely missing at random (CMAR)

� We randomly select a sample of ns = no + nm observations from the
original observed data (n = 34836), with no = 3573 and nm = 1644 and
ns = 5217;

� the resulting sample is stratified by “country” (II level variable);

� SUBSTANTIVE MODEL: we consider a multilevel model where
“INCOME” is the response variable, “AGE”, “BMI”, “CHRONIC”,
“EDUC” and “GENDER” are fixed regressors and “COUNTRY” is the
level–II variable;

� IMPUTATION MODEL: coincides with the substantive model;

� we compare the “predictive” MI and the MI–PMM schemes in terms of
the imputed values and variability of the post–imputation estimates.



Numerical example #1, cont’ed
Results: imputed values
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Figure: Box plots of the simulation experiment 1 with no = 3573, nm = 1644
observations randomly drawn from the SHARE dataset stratified by country. Box plots
are calculated using M = 100 draws form the predictive distribution of missing data
and with nr = 10. “∗” denote true observations.



Numerical example #1, cont’ed
Results: post–imputation inference

M = 5
Observed data Full data

MI Predictive MI–PMM
no = 3573 no + nm = 5217

Param. Est. Std. Err. Est. Std. Err. Est. Std. Err. Est. Std. Err.

CONST 8.8020 0.2136 8.7685 0.1859 8.7729 0.2181 8.8405 0.1772
AGE 0.0059 0.0013 0.0055 0.0010 0.0071 0.0020 0.0065 0.0010
BMI -0.0029 0.0020 -0.0041 0.0018 -0.0054 0.0023 -0.0054 0.0017
CHRONIC -0.0356 0.0062 -0.0268 0.0047 -0.0399 0.0069 -0.0418 0.0043
EDUC 0.0116 0.0023 0.0229 0.0020 0.0183 0.0028 0.0168 0.0017
GENDER -0.2456 0.0195 -0.2602 0.0155 -0.2637 0.0266 -0.2616 0.0138
σ2
ε 0.3245 0.0073 0.3262 0.0067 0.5208 0.0110 0.2238 0.0046
σ2
ψ 0.6141 0.0150 0.4209 0.0083 0.4215 0.0083 0.4212 0.0083

M = 20
Observed data Full data

MI Predictive MI–PMM
no = 3573 no + nm = 5217

Param. Est. Std. Err. Est. Std. Err. Est. Std. Err. Est. Std. Err.

CONST 8.8080 0.2198 8.7871 0.1818 8.8130 0.2231 8.8210 0.1854
AGE 0.0059 0.0013 0.0055 0.0010 0.0067 0.0017 0.0066 0.0010
BMI -0.0029 0.0020 -0.0042 0.0018 -0.0052 0.0026 -0.0050 0.0017
CHRONIC -0.0351 0.0060 -0.0272 0.0051 -0.0416 0.0083 -0.0426 0.0047
EDUC 0.0115 0.0024 0.0229 0.0020 0.0176 0.0035 0.0170 0.0018
GENDER -0.2474 0.0188 -0.2583 0.0162 -0.2683 0.0254 -0.2657 0.0144
σ2
ε 0.3248 0.0080 0.3260 0.0063 0.5194 0.0135 0.2237 0.0044
σ2
ψ 0.6140 0.0133 0.4214 0.0082 0.4212 0.0082 0.4210 0.0082

Table: Point estimates (Est.) and standard errors (Std. Err.) are reported for four
different configurations of linear multilevel models where parameters are estimated on
observed data (Observed data), on full data (Full data), on imputed data using the
predictive distribution (MI Predictive) and using the predictive mean matching (MI
PMM).



Numerical example #2
Simulation framework: missing at random (MAR)

� We select a sample of ns = no + ns observations from the original observed
data (n = 34836), with no = 2960 and nm = 516 and ns = 3476, stratified
by “country” (II level variable);

� we make the data missing according to the following mechanism:

logit
(
πy
k,i

)
= −9.5+0.5×AGEk,i−BMIk,i−CHRONICk,i+EDUCk,i+GENDERk,i ;

� SUBSTANTIVE & IMPUTATION MODEL: we consider a multilevel
model where “INCOME” is the response variable, “AGE”, “BMI”,
“CHRONIC”, “EDUC” and “GENDER” are fixed regressors and
“COUNTRY” is the level–II variable;

� we compare the “predictive” MI and the MI–PMM schemes in terms of
the imputed values and variability of the post–imputation estimates.



Numerical example #2, cont’ed
Results: imputed values
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Figure: Box plots of the simulation experiment 2 with no = 2960, nm = 516
observations drawn from the SHARE dataset stratified by country according to the
CAR mechanism. Box plots are calculated using M = 100 draws form the predictive
distribution of missing data and with nr = 10.



Numerical example #2, cont’ed
Results: post–imputation inference

M = 5
Observed data Full data

MI Predictive MI–PMM
no = 2960 no + nm = 3476

Param. Est. Std. Err. Est. Std. Err. Est. Std. Err. Est. Std. Err.

CONST 8.5904 0.2574 8.6636 0.2258 8.6182 0.2596 8.5919 0.2271
AGE 0.0084 0.0015 0.0065 0.0014 0.0071 0.0020 0.0077 0.0012
BMI -0.0061 0.0026 -0.0064 0.0023 -0.0051 0.0029 -0.0060 0.0022
CHRONIC -0.0161 0.0069 -0.0103 0.0069 -0.0114 0.0129 -0.0112 0.0062
EDUC 0.0200 0.0027 0.0236 0.0025 0.0224 0.0034 0.0222 0.0023
GENDER -0.2647 0.0221 -0.2324 0.0195 -0.2631 0.0276 -0.2628 0.0193
σ2
ε 0.3538 0.0092 0.3474 0.0088 0.4648 0.0155 0.3006 0.0074
σ2
ψ 0.7405 0.0188 0.6308 0.0147 0.6312 0.0152 0.6311 0.0149

M = 20
Observed data Full data

MI Predictive MI–PMM
no = 2960 no + nm = 3476

Param. Est. Std. Err. Est. Std. Err. Est. Std. Err. Est. Std. Err.

CONST 8.5824 0.2360 8.6696 0.2251 8.6225 0.2565 8.6017 0.2242
AGE 0.0085 0.0015 0.0066 0.0013 0.0074 0.0018 0.0079 0.0012
BMI -0.0063 0.0025 -0.0063 0.0022 -0.0061 0.0030 -0.0063 0.0022
CHRONIC -0.0164 0.0075 -0.0106 0.0067 -0.0124 0.0085 -0.0121 0.0061
EDUC 0.0198 0.0029 0.0234 0.0025 0.0225 0.0034 0.0222 0.0023
GENDER -0.2652 0.0226 -0.2336 0.0199 -0.2602 0.0265 -0.2611 0.0194
σ2
ε 0.3537 0.0091 0.3475 0.0088 0.4609 0.0151 0.3007 0.0073
σ2
ψ 0.7386 0.0184 0.6306 0.0148 0.6310 0.0151 0.6313 0.0153

Table: Point estimates (Est.) and standard errors (Std. Err.) are reported for four
different configurations of linear multilevel models where parameters are estimated on
observed data (Observed data), on full data (Full data), on imputed data using the
predictive distribution (MI Predictive) and using the predictive mean matching (MI
PMM).



Numerical example #3
Simulation: completely missing at random (CMAR)

� We randomly select a sample of ns = no + nm observations from the
original observed data (n = 34836), with no = 3573 and nm = 1644 and
ns = 5217, stratified by “country” (II level variable);

� SUBSTANTIVE MODEL: we consider a multilevel model where
“INCOME” is the response variable, “AGE”, “BMI”, “CHRONIC”,
“EDUC” and “GENDER” are fixed regressors and “COUNTRY” is the
level–II variable;

� IMPUTATION MODEL: linear regression model of y on Z;

� we compare the “predictive” MI and the MI–PMM schemes in terms of
the imputed values and variability of the post–imputation estimates.



Numerical example #3
Results: post–imputation inference

M = 5
Observed data Full data

MI Predictive MI PMM
no = 3573 no + nm = 5217

Param. Est. Std. Err. Est. Std. Err. Est. Std. Err. Est. Std. Err.

CONST 8.7902 0.2146 8.7842 0.1810 8.8999 0.2135 8.9060 0.2166
AGE 0.0059 0.0012 0.0055 0.0010 0.0056 0.0017 0.0055 0.0017
BMI -0.0028 0.0020 -0.0042 0.0018 -0.0051 0.0022 -0.0051 0.0023
CHRONIC -0.0353 0.0058 -0.0269 0.0051 -0.0402 0.0067 -0.0399 0.0069
EDUC 0.0114 0.0024 0.0227 0.0020 0.0157 0.0030 0.0155 0.0030
GENDER -0.2476 0.0190 -0.2596 0.0161 -0.2722 0.0202 -0.2721 0.0209
σ2
ε 0.3250 0.0079 0.3257 0.0065 0.4788 0.0129 0.4774 0.0120
σ2
ψ 0.6139 0.0148 0.4205 0.0080 0.8208 0.0082 0.6707 0.0081

Table: Point estimates (Est.) and standard errors (Std. Err.) are reported for four
different configurations of linear multilevel models where parameters are estimated on
observed data (Observed data), on full data (Full data), on imputed data using the
predictive distribution (MI Predictive) and using the predictive mean matching (MI
PMM).



Numerical example #4
Simulation: true missing data vs SHARE imputation

� We randomly select a sample of ns = no + nm observations from the
original observed data (n = 34836), with no = 3476 and nm = 638 and
ns = 4114, stratified by “country” (II level variable);

� SUBSTANTIVE MODEL: we consider a multilevel model where
“INCOME” is the response variable, “AGE”, “BMI”, “CHRONIC”,
“EDUC” and “GENDER” are fixed regressors and “COUNTRY” is the
level–II variable;

� IMPUTATION MODEL: coincides with the substantive model;

� we compare the MI scheme with the MI–PMM schemes in terms of the
imputed values and variability of the post–imputation estimates.



Numerical example #4
Results: imputed values
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Figure: Box plots of the simulation experiment 2 with no = 3476, nm = 638
observations drawn from the SHARE dataset stratified by country according to the
CAR mechanism. Box plots are calculated using M = 100 draws form the predictive
distribution of missing data and with nr = 10.



Numerical example #4
Results: post–imputation inference

M = 5
Observed data MI

MI Predictive MI PMM
no = 3476 no + nm = 4114

Param. Est. Std. Err. Est. Std. Err. Est. Std. Err. Est. Std. Err.

CONST 8.5717 0.2340 8.4751 0.3001 8.8823 0.2631 8.8671 0.2037
AGE 0.0039 0.0013 0.0039 0.0025 0.0029 0.0018 0.0030 0.0011
BMI 0.0028 0.0023 0.0016 0.0044 -0.0050 0.0035 -0.0043 0.0020
CHRONIC -0.0077 0.0064 -0.0079 0.0133 -0.0116 0.0088 -0.0111 0.0056
EDUC 0.0259 0.0025 0.0208 0.0048 0.0273 0.0030 0.0275 0.0022
GENDER -0.1987 0.0205 -0.1927 0.0384 -0.2278 0.0272 -0.2309 0.0172
σ2
ε 0.3303 0.0076 1.4102 0.0527 0.4300 0.0200 0.2807 0.0061
σ2
ψ 0.6315 0.0151 0.5338 0.0117 0.5337 0.0116 0.5332 0.0117

Table: Point estimates (Est.) and standard errors (Std. Err.) are reported for four
different configurations of linear multilevel models where parameters are estimated on
observed data (Observed data), on full data (Full data), on imputed data using the
predictive distribution (MI Predictive) and using the predictive mean matching (MI
PMM).



Final remarks
Extensions & future research directions

� Bayesian PMM is a promising alternative to MI based on the predictive
distribution;

� deeper investigation is needed to apply the method on non–continuous
variables.

� Further extensions:

X dealing with multivariate missing data structures: FCS vs JM &
selection of appropriate distances;

X extend the model to non–continuous variables;
X imputing the level–II missing data;
X what beyond the conditional mean?

� Packages:

X package for R, Matlab and Python;
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Thank you for your attention!


